
Tricks of the Machine-

Learning Masters



 Recommendater systems make smart recommendations to users

 Popularity based systems recommend items based on popularity

 "Here are our 10 best-selling books"

 Collaborative systems make recommendations based on what others have 

selected

 "People who bought this book also bought these books"

 Content-based systems make recommendations based on similarity of content

 "If you like this book, you might like these books, too"

 Content-based systems frequently use cosine similarity to quantify 

similarity between items

Recommender Systems



Cosine Similarity
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Question: Is row 1 more similar 

to row 0 or row 2?

Answer: Plot each row as a 

vector and compute the cosines 

of the angles between vectors
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from sklearn.metrics.pairwise import cosine_similarity

data = [[1, 2], [2, 3], [3, 1]] # Three rows of two columns each

cosine_similarity(data) # Generates a 3x3 array of cosines

Computing Cosine Similarity
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 Open Neural Network Exchange (ONNX)

 Format for interchangeable models developed by 
Microsoft, Amazon, Facebook, and others

 Example: Build and train a TensorFlow model, export it 
to ONNX, and convert it to CoreML for use with iOS

 ONNX Runtime lets you call Python models from 
C++, C#, Java, JavaScript, and other languages

 Export to ONNX, load on other platforms

 Available for many platforms and languages

 ONNX Model Zoo contains pretrained models 
(https://github.com/onnx/models)

ONNX Runtime

https://github.com/onnx/models


# Requires skl2onnx package (e.g., pip install skl2onnx)

from skl2onnx import convert_sklearn

from skl2onnx.common.data_types import StringTensorType

initial_type = [('float_input', FloatTensorType([None, 3]))] # Input is three floats

onnx = convert_sklearn(model, initial_types=initial_type) # model is trained Scikit model

with open('saved_model.onnx', 'wb') as f:

f.write(onnx.SerializeToString())

Exporting a Scikit Model to ONNX



# Requires onnxruntime package (e.g., pip install onnxruntime)

import numpy as np

import onnxruntime as rt

session = rt.InferenceSession('saved_model.onnx')

input_name = session.get_inputs()[0].name

input = np.array([1.0, 2.0, 3.0], dtype='float32').reshape(1, -1)

result = session.run(None, { input_name: input })

Calling an ONNX Model from Python



using Microsoft.ML.OnnxRuntime;

using Microsoft.ML.OnnxRuntime.Tensors;

var input = new float[] { 1.0f, 2.0f, 3.0f };

var tensor = new DenseTensor<float>(input, new int[] { 1, 3 });

var session = new InferenceSession("saved_model.onnx");

var output = session.Run(new List<NamedOnnxValue>

{

NamedOnnxValue.CreateFromTensor("float_input", tensor)

});

var result = output.First().AsTensor<float>().First();

Calling an ONNX Model from C#



 Performs object detection with 

instance segmentation

 Identifies objects in images and 

provides bounding boxes

 Also identifies individual pixels 

belonging to objects

 Used by Zoom to display 

custom backgrounds

 ONNX implementation available 

in ONNX Model Zoo

Mask R-CNN

Instance segmentation provides more detail about objects in 

a scene – for example, whether a person’s arms are extended

or whether that person is standing up or lying down
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 High-dimensional data is common in machine learning

 Dataset containing 100x100-pixel images has 10,000 dimensions

 High-dimensional data adversely impacts machine learning

 More dimensions require more training samples

 More dimensions increase training time

 More dims increase likelihood of multicollinearity

 More dims increase likelihood of irrelevant features

 Data can't be visualized in more than 3 dimensions

 Solution: Dimensionality reduction

The Curse of Dimensionality

Source: https://builtin.com/data-science/curse-dimensionality



 Commonly used dimensionality-reduction algorithm

 Reduces number of dimensions without commensurate loss of information

 Example: Reduce number of dimensions by 90% while retaining 90% of the information

 Works best with dense data (fewer zeroes); use other algorithms such as 

Singular Value Decomposition (SVD) for sparse datasets

 Applications include increasing samples/dimensions ratio for small 

datasets, obfuscating data, filtering noise, eliminating multicollinearity, 

eliminating irrelevant features, reducing data to 2 or 3 dimensions for 

plotting and visualization, and anomaly detection

 Scale of all dimensions should be the same before applying PCA

Principal Component Analysis (PCA)



PCA in Action

2D dataset comprising x-y coordinate pairs 

with principal components identified 

following affine transformation. Primary 

principal component accounts for more than 

95% of the variance in the dataset. 

Secondary component explains less than 5%.

Reducing dataset to one dimension (one 

principal component) effectively projects 

data points onto primary principal-

component axis. Dimensions are reduced by 

50%, but the resulting dataset contains more 

than 95% of the information contained in the 

original.



from sklearn.decomposition import PCA

# Reduce m dimensions to 5

pca = PCA(n_components=5)

pca_data = pca.fit_transform(data)

# Reduce m dimensions to n while retaining 80% of the information

pca = PCA(0.8)

pca_data = pca.fit_transform(data)

n_components = pca.n_components_ # Get the number of components (n)

Applying a PCA Transform



# Reduce m dimensions to 5

pca = PCA(n_components=5)

pca_data = pca.fit_transform(data)

# Restore the data to m dimensions

unpca_data = pca.inverse_transform(pca_data)

Inverting a PCA Transform



 After fitting, PCA.explained_variance_ratio_ reveals percentage of 

information contained in each component

 Plot explained variance ratios to find optimum balance between 

variance and number of components

Picking the "Right" Number of Dimensions
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 Humans can't visualize data in more than three dimensions

 Solution: "Squeeze" data down to two or three dimensions and plot it

Visualizing High-Dimensional Data



import matplotlib.pyplot as plt

from sklearn.decomposition import PCA

# Reduce m dimensions to 2

pca = PCA(n_components=2)

pca_data = pca.fit_transform(data)

# Draw a scatter plot

plt.scatter(pca_data[:, 0], pca_data[:, 1], c=target, cmap='Paired')

Plotting in 2D with PCA

Color each point based on its target class



 Abbreviated t-SNE and implemented in Scikit's TSNE class

 Dimensionality-reduction algorithm that is particularly well suited for 

2D and 3D visualizations of high-dimensional data

 Uses non-linear reduction technique where focus is on keeping similar data 

points together in low-dimensional space

 PCA uses linear reduction where focus is on keeping dissimilar points far apart

 Not impacted by outliers in data (unlike PCA)

 Computationally expensive and impractical to use on large datasets

 If necessary, use a subset of rows or use PCA to reduce the number of columns 

before applying t-SNE

t-Distributed Stochastic Neighbor Embedding



import matplotlib.pyplot as plt

from sklearn.manifold import TSNE

# Reduce m dimensions to 2

tsne = TSNE(n_components=2)

tsne_data = tsne.fit_transform(data)

# Draw a scatter plot

plt.scatter(tsne_data[:, 0], tsne_data[:, 1], c=target, cmap='Paired')

Plotting in 2D with t-SNE
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 Use PCA to "reduce" m-dimensional data to m dimensions to 

obfuscate/anonymize the numbers without losing information

 Great for sharing datasets without revealing IP or PII inside them

Anonymizing Data

Data detailing credit-

card transactions 

performed by 

European cardholders 

in September 2013 

(https://bit.ly/3Lq2Bi6)



data = load_breast_cancer()

df = pd.DataFrame(data=data.data, columns=data.feature_names)

pd.set_option('display.max_columns', 10)

df.head()

Loading the Breast-Cancer Dataset



pca = PCA(n_components=30, random_state=0)

pca_data = pca.fit_transform(df)

scaler = StandardScaler()

anon_df = pd.DataFrame(scaler.fit_transform(pca_data))

pd.set_option('display.max_columns', 15)

anon_df.head()

Anonymizing the Breast-Cancer Dataset



 Anomaly-detection models detect anomalous points in datasets

 PCA-based anomaly detection relies on reconstruction error incurred 

when a transform is applied and inverted to identify anomalous points

 Use PCA to reduce a dataset with m dimensions to n dimensions

 Invert the transform to reconstruct the original dataset minus losses

 Select a baseline loss from "normal" data and classify points that incur more 

reconstruction loss as anomalous

 Assumption: Anomalous points are likely to exhibit more loss

 Learning is unsupervised (labels not required)

Anomaly Detection
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